
COMBINATORIAL BANDITS WITH PLACKETT-LUCE FEEDBACK:
A WORST-CASE ANALYSIS

CRISTIANO MIGALI, GIANMARCO GENALTI, ALBERTO MARIA METELLI, AND MARCO MUSSI
{cristiano.migali, gianmarco.genalti, albertomaria.metelli, marco.mussi}@polimi.it

OPEN PROBLEM

CMABs with Ranking Feedback: play k arms, see
partial feedback from a Plackett–Luce ranking with
parameters θ, and minimize top-k regret.

Current Guarantees [1]

Regθ(T ) ≲ Regimeθ(T ) + BurnInθ(T )

supθ min{BurnInθ(T ), T} = T

Research Question

Can we achieve

supθ Regθ(T ) = ˜︁O(
√
T )?
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Regθ(T ) = Eθ

[︄
T∑︂
t=1

(G⋆ −Gt)

]︄
G⋆: gain of the best k items

REGRET LOWER BOUND

KL Decomposition

DKL(Pθ∥Pθ′) ≲ m
k

∑︁
i(θi − θ′i)

2 EθNi(T )

Pull count: Ni(T ) =
∑︁T

t=1 I[i ∈ St]

Parallel Games [2]

k bandit games G1, . . . ,Gk in parallel, each with q = n/k arms

· · ·
G1

· · · · · ·
Gk

k pulls/round: one arm from each game One promoted arm/game ⇒ top-k set S⋆

supθ Regθ(T ) = Ω
(︂√︁

T/m
)︂

ALGORITHMIC SOLUTION: DYNAMIC PIVOTING

Elimination & Exploration

Before the first acceptance After accepting arms
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pivot updates toward better arms [3]
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i j

accepted arms stay fixed;
remaining slots are filled uniformly

Pt = At ∪ {Pt}, St = Pt ∪ Sexp,t, |Sexp,t| = k − |Pt|

Rank Breaking w.r.t. a Pivot
top-m ranking rank-breaking estimator
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poor i and poor p ⇒ comparisons arrive slowly

LCB
(Pt)
i > 1

2

=⇒ i ∈ At+1 ⊆ Pt+1

prevents a stale, uninformative pivot

supθ Regθ(T ) = ˜︁O(︂√︁
T/m

)︂

NUMERICAL SIMULATIONS

Comparison. RecMaxMinUCB [1] vs.
TOP-k-UIF on synthetic PL instances.

Protocol. 30 independent trials to T = 106;
curves and error bars show mean ± SEM.

What changes? We track regret over time and
vary m to assess richer feedback.

Regret across time
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Top-k-UIF

RecMaxMinUCB

TOP-k-UIF plateaus; RecMaxMinUCB [1]
keeps growing (n = 10, k = m = 3).

Benefit of top-m feedback
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Final regret falls as m grows (n = 16, k = 6).

Empirical message. Larger m adds
comparisons and lowers regret.
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