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LEARNING PROBLEM

OO0,

ENVIRONMENT: Agent interacts with an MDP M:
— <87A7p7 T*7M7H>7

generates trajectories 7:=(s1,a1,...,Sg,ag) €T

The agent does not observe the reward function !

PREFERENCE GENERATION: Agent shows two
trajectories 7, 7' € T to a human expert, who generates
a preference via a probabilistic model g:

') = g(u (1) —u* (7)),

P(r

r*(sp,ap), with r*(s,a) € |0, Rpax]

M=z v

where u* (1) =
h=1

COMPATIBLE REWARD SET: Set of reward
functions that induce the expert’s preference proba-
bility P under a fixed model g¢:

R(P,g) = {reR:P(r>171") = g(ur(1) — u.(7")),

V(r,7)eT x T}

Clearly r* € R(P, g) for every choice of g

Due to invariance, many other reward functions
can be present

G OAL: Gather preferences from the human expert to
identify a reward function r that lies in (an approxima-
tion of) R(P, g)

HOW TO ACHIEVE THE GOAL: The agent se-

lects a query set Q = T xT,ie., a set of trajectory
pairs to show the human expert. The agent can then

recover a reward in the Q-compatible reward set:

R(P, g; ) {freR:P(r>17") = glu(7) — u,. (7)),

V(r,7') € @}

A query set is called:

o sufficient if R(P,g; Q) = R(P, g) (allows recov-
ering a reward function equivalent to ")

o mmlmal if it is sufficient and if there exists no
Q - Q that is sufficient

o rpinimunl if it isA sufficient and if there exists no
Q' with |Q’| < |Q| that is sufficient

HAUSDORFF DISTANCE

Greatest among the shortest distances between two sets

reR T'ER/ r'eR! TER

H(R,R) = max{sup inf |r —7'|e, sup inf |r —r HOO}

PAC ALGORITHM

An algorithm is (g, d)-PAC, withe > 0and € [0, 1), if
for every problem instance (PP, g), it generates a query

set @ such that:

P (7—[ (R(IP’, 9), R(P, g; @)) > 5) <0

DETERMINISTIC PREFERENCES

PROBABILISTIC MODEL
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NEGATIVE RESULT

For every minimal query set Q and (7,7") € Q,
there exists an MDP such that:

H(R(Pv H; Q), R(P, H; Q\{(r, T/)})) = Rmax

Consider the case in which every query is
labeled except for two: 7 and
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Case 2: assume 7 > 71

OnOn 0o 00,0

Actual utilities:
U,r(Tg) =0 ’U,r(Tl) =

Case 1: assume 7 > 7o
Actual utilities:

ur(Tl) =0 ur(7_2) - Rmax
\_ J \_

'

H(R(Pv H; Q)7 R(]P)a H3 Q\{(Tla 7_2)})) = Rinax

With g = H, arbitrarily assuming an unknown
label can lead to maximum Hausdorff distance
in the worst case!

STOCHASTIC PREFERENCES
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QUERY CHAIN

A query chain at stage h € [H] is a minimum query
set whose graph representation is a chain

QUERY CHAIN INDEX

Minimum variance of the probability distribution of
the queries in a query set:

a ° V(Q) = (ngi)rég (P(T > 1) (1 —P(1 > 7"))
(. X

Q* € argmax V (Q)

QUERY COMPLEXITY UPPER BOUND

Vh € [H], \-SQE finds a A\-optimal basis (i.e., V(Q*) < (1+\)V(Q))
via successive elimination, and finds a e-optimal reward in:

(2

Query complexity is minimized if basis
comprises only almost equivalent trajec-
tories (u,. (1) — u,.(7") ~ 0)!
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