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CHALLENGE: REUSE HISTORICAL DATA REUSING DATA FROM THE LEARNING PROCESS: TARGET BIAS SAMPLE COMPLEXITY

POLICY GRADIENTS ARE SAMPLE INEFFICIENT
They require O(e~?) trajectories to converge to an
e-approximate stationary point.

SLIDING WINDOW HISTORY AT ITERATION £k PARTIAL REUSE FULL REUSE
. . . . N N
Reuse data from the last wy := min{k, w} iterations H) = {01, {11, }jzl, oy O T }j:l} w < K w>=K
ko := k — wi + 1is the starting index Ti,j ~ Pe, sampled independently
THE PROBLEM
The problem is intrinsic in the estimator’s variance.

Vanilla PG estimators (REINFORCE or GPOMDP) at e ——> ce | LEARNING PROCESS

hi lon:
each iteration Or 1 — Ok + (G(Ok, Hiy 1)

(2) collect a batch of N fresh on-policy trajectories . -
(77) compute the gradient and discard the trajectories GOk, Hig:r): gradient estimator in 6 exploiting / Rate adaptive w.r.t. o / Step size independent of ¢

for an e-approximate stationary point

7—1,] ~ p91 TkO:.j ~ peko

v No storage of past policies v O(e ') under full reuse

DATA REUSE

The literature focused on gradient reuse, lowering the CHALLENGES TARGET BIAS: AN EXAMPLE
sample complexity to O(e~'*). Reusing trajectories
is more natural, but it is still unexplored in theory.
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suffers from the target bias

~ Let = =1/2
variance of IWs may explode [vgﬂw J (6 )j N Mﬁ\lf (11) = B2(72) /
+ need to select (; E[VYWY 7(05) | 2] # V.J(62)

TECHNICAL CHALLENGE

Reusing past trajectories makes the gradient estima-
tor biased. Indeed, the past trajectories have been
used to generate the target policy.

INCORPORATING OFF-POLICY DATA RT-PG: REUSING TRAJECTORIES — POLICY GRADIENT TO REUSE OR NOT TO REUSE?
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REUSING TRAJECTORIES VS. GRADIENTS

ASSUMPTIONS AND INDUCED PROPERTIES

N
T ~ pe for every 7 € {7;}:_
e inhe log mg REGULARITY 0. B X’ (pe,pe,) < D —1 SMOOTHNESS OF J(0) , TSE%PWng(T )2 < Gy | HALF CHEETAH
SINGLE IMPORTANCE WEIGHTING (SIW) RESUITS

Theorem. Let 0 be independent of 7. For any Theorem. Let #; be generated by RT-PG. For
0 € (0,1), for every i € [ko, k] select any 0 € (0,1), for every i € ko, k| select

Average Return
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